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Abstract 

The European Union Statistics on Income and Living Conditions (EU-SILC) covers a wide array of 
variables collected from households by the Member States. Among others, EU-SILC contains panel 
data that follows a rotational design. Each year, Eurostat publishes a series of separate datasets 
covering only up to 4 years, even though it has been collecting data since 2003. “eusilcpanel” is a 
script written by Marwin Borst (download: https://www.gesis.org/gml/european-microdata/eu-
silc/) in the form of a Stata package (eusilcpanel.ado; eusilcpanel.sthlp; totalpopulation.dta), that 
is able to merge these chunks of data into one cumulative dataset (separately for the D-,H-,R-, and 
P-data). The script makes the EU-SILC panel more accessible to researchers in the vast majority of 
cases, but it can’t deal with data from all countries. 

eusilcpanel_2020 (incl. eusilcpanel_2020.ado; eusilcpanel.sthlp; totalpopulation_2003_2021.dta) 
is an update of eusilcpanel. It covers the EU-SILC longitudinal releases 2005 to 2020. Both, eu-
silcpanel and eusilcpanel_2020 can be downloaded here:  
https://www.gesis.org/en/missy/materials/EU-SILC/tools/datahandling or here  
https://www.gesis.org/gml/european-microdata/eu-silc => eusilcpanel – UPDATE (2022). The orig-
inal script was based on CSV data. However, since 2017 the CSV files are released by country and 
year. The CSV data are sometimes subject to noise, therefore eusilcpanel_2020 is based on 
‘cleaned’ Stata system files (based on Stata scripts provided by GESIS  
https://www.gesis.org/en/missy/materials/EU-SILC/setups).  

Please note, as from 2021, the EU-SILC panel design was extended on a voluntary basis to a six-
year rotational panel design. However, at the time of updating this paper (2022) the longitudinal 
Scientific-Use-Files still cover only up to 4 years.  

https://www.gesis.org/en/missy/materials/EU-SILC/tools/datahandling
https://www.gesis.org/gml/european-microdata/eu-silc
https://www.gesis.org/en/missy/materials/EU-SILC/setups


4 GESIS Papers  2022|10 

1 Introduction  

Each year, more than 500.000 surveyed individuals make EU-SILC one of the world’s biggest data 
collection efforts. Around thirty countries are involved directly in gathering and elaborating obser-
vations which leads to a challenging level of complexity. Eurostat releases the results in separate 
chunks of data covering up to four years (as of 2022). Assembling datasets that cover longer peri-
ods of time by hand is a tedious task. There are not many examples of this approach, such as the 
one made by Engel and Schaffner (2012). Today, many publications use only small portions of the 
EU-SILC longitudinal dataset, and it remains under-appreciated with respect to similar sources 
(Eiffe and Till, 2014). 

What follows is an attempt to build a tool that is able to provide a single longitudinal dataset (sep-
arately for the D-, H-,R-, and P-File) that includes all observations ever collected by EU-SILC. It has 
the aim of harnessing the potential of more than 9 million comparable observations collected in 
around 30 European countries from 2003 to 2020. To do so, we use a Stata script that automates 
the process.  

The following paragraphs first highlight some characteristics of the EU-SILC panel that are crucial 
to building a single dataset. Second, we discuss how datasets from each release can be merged 
from a theoretical point of view. Then, we suggest how weights should be adjusted. Finally, we 
describe a Stata script based on these ideas and look at how it performs. We also provide some 
examples that facilitate the use of the script in practice.1 

 

1  Download: https://www.gesis.org/gml/european-microdata/eu-silc/ (EU-SILC Tools) or: 
https://www.gesis.org/en/missy/materials/EU-SILC/tools/datahandling. 

https://www.gesis.org/gml/european-microdata/eu-silc/
https://www.gesis.org/en/missy/materials/EU-SILC/tools/datahandling
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1 Essential practical information about the EU-SILC datasets 

The longitudinal data for EU-SILC is collected following an “integrated” or “rotational” design (p. 
16 Eurostat 2015). This means that each country’s sample consists of four sub-samples. Each of 
those sub-samples is observed for four years before it is dropped and a new sub-sample takes its 
place. In particular, each year one sub-sample leaves the sampling while another one is added (see 
Figure 1). The reason behind this choice is that the integrated design minimizes practical issues 
(referred to as “friction”) linked to extended periods of following the same households, such as 
dropouts. Starting with 2021, the panel design was extended on a voluntary basis to a six-year 
rotational panel design (European Parliament and European Council, 2019, p. 30). The system 
outlined below remains the same, except that two additional waves are added.  

 

Each year, the EU Member States send Eurostat a file containing only the most recent observations 
plus past observations of the sub-samples (“rotational groups”), that are still “active”. Looking at 
Figure 1, that would be the observations contained in the grey boxes from T to T-3. The data con-
tained in box 1 is published as part of the cross-sectional dataset instead, and therefore is not 
contained in the longitudinal one.  

 

 

Figure 1: The rotational design. Source: Eurostat, 2015 

Each year, the EU-SILC dataset is distributed in four comma separated values (.csv) files, for exam-
ple for the year 2013:2 

 

1. UDB_l13D_ver 2013-2 from 01-01-2016.csv 

2. UDB_l13H_ver 2013-2 from 01-01-2016.csv 

3. UDB_l13R_ver 2013-2 from 01-01-2016.csv 

4. UDB_l13P_ver 2013-2 from 01-01-2016.csv 

 

 
 

2  As from the 2016, the csv files are released separately by country, which makes data preparation very time-
consuming. However, this does not change the data structure as described in this paper. 
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They differ from each other by the letters D, H, P, and R: 

1. The D file is a household register, i.e. it contains data about households that were known 
before the survey, such as household ID, country, region, year of survey, and so on. 

2. The H file contains all data that has been collected on a household level during the sur-
veys, such as total gross household income and housing costs. There are some house-
holds that are present in the register D, but then didn’t participate in the surveys, so they 
are missing in the H file.  

3. The R file contains data from the members of the households in H. This data has been col-
lected on a household basis as well. It contains similar values with respect to the D file, 
but has more variables.  

4. The P file contains data that has been collected on an individual level: some individuals 
are invited to participate in a second survey to collect more data. 

 

Within one release, household and individual datasets are linked between each other through 
identification numbers that indicate the household an individual is part of. The same IDs can also 
be used to merge data from the register files with the collected data. So, a household identified by 
the household ID (hid) in D can be found again in the H file. In the R file, we may find the individuals 
being part of that household, i.e. the individuals that share the same hid. In the P file are individu-
als from the R file (Figure 2). 

 

Figure 2:  links between the datasets contained in each release 

Information regarding rotational groups is contained only in the D file. This means, that if an ana-
lyst wants to select certain data contained in the P file pertaining to a specific rotational group, he 
must merge the D, R and P file to gather all the necessary information in terms of IDs.  

As far as numbers of observations regards, not all households listed in the register file (D) file, are 
also listed in the H file and their members might not be in the R file. Furthermore, not all individu-
als contained in the R file are also in the P file.3 

The household ID (DB030 in the D file, hid in the script) is unique for each household within a re-
lease in a given country and year in the D- and in the H file. The R file contains data of individuals, 
so the hid doesn’t identify a single observation in a given year and country because each house-

 

3  For more on this, see Wirth/Pforr (2022, p. 7). 
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hold typically comprises several individuals. Neither the personal ID (pid) does uniquely identify a 
single observation in the R file because a single individual can be part of more than one household. 
Only the combination of country, year, hid and pid uniquely identifies entries in R. In the P file the 
personal ID pid does uniquely identify individuals when combined with country and year. For more 
on this, see (p.84 Eurostat 2015, “Identification numbers and records of persons”). 

Hence, a reasonable approach is to select rotational groups according to some criteria (defined 
later) from the D file. Then, one merges the result with the H and R file to select the data corre-
sponding to those rotational groups. Finally, one merges R with P.  

Table 1:  files, IDs and uniqueness 

File  Identification numbers contained 
in file 

Unique identification of observations 

D file  rotation_group, hid year & country & hid 

H file hid year & country & hid 

R file  hid, pid year & country & hid & pid 

P file  hid, pid year & country & pid 

 

Please note: The updated script eusilcpanel_2020 is based on EU-SILC Stata systemfiles, while the 
original version eusilcpanel is based on the CSV data. In our experience, problems sometimes 
occur when merging the separate country CSV data in an all-countries-file. The transformation of 
the CSV files into Stata files was done with the latest Stata scripts (setups) provided by GESIS, 
German Microdata Lab (https://www.gesis.org/en/missy/materials/EU-SILC/setups). 

 

https://www.gesis.org/en/missy/materials/EU-SILC/setups
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2 How to build the cumulative dataset: theory 

2.1 Selection of rotational groups explained through examples  

If a country has been taking part in EU-SILC from 2009, its 2014 release should have the following 
structure in terms of rotation groups (Figure 3). 

 

 Release 2014 

r. group 2011 2012 2013 2014 

1        * 

5       * 

6      * 

2      

Figure 3:  release structure 

Group number 2 is not contained in the dataset (light grey box) because it is not a longitudinal 
sample4. To add further data from less recent releases, we want to go to the 2013 release and se-
lect the rotation group which was completed in 2013 (group 3), and which would be replaced by 
the new group 2 in 2014. The selection is done by checking which rotation group contains house-
holds with most observations over the years. Next, one would open the release 2012 and get the 
data from group 4, and so on, moving back in time. 

 

 Release 2013 
r. group 2010 2011 2012 2013 
1        
5       
6      
3         
 Release 2012 
r. group 2009 2010 2011 2012 
1       
5      
4         
3        

  

 

4  This will eventually lead to the fact that after having merged data from all years, there will be a drop in 
observations in the last year. In theory, it should be possible to retrieve the data from the cross-sectional 
dataset, but in practice it turns out that in most of the countries it is not possible selecting group number 2 
from the cross-section and be sure that no observations from other groups are included.  
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To select the right sub-sample it is best to check which sub samples contain households with most 
observations, as well as making sure that no rotation group is counted twice by verifying which 
rotation group has been selected from the more recent release.  Continuing the example from 
above, if a country started participating in EU-SILC in 2009, the selection process would be as fol-
lows: the maximum number of observations of households would be 3 in the 2011 release, but only 
group 7 is selected because group 4 has already been added to the full dataset with release 2012. 
In the 2010 release, the maximum number of observations is 2, but one may select only group 9, 
since the others have already been selected before. 

 

 Release 2011 
r. group  2009 2010 2011 
1      
7        
4        
3       
     
 Release 2010 
r. group  2008 2009 2010 
9       
7       
4       
3      

 

This last selection process is based on comparing the identifier of the rotational group between 
different releases, which is preferable to the household ID because sometimes observations that 
had already been collected in earlier releases are dropped in the current release. This is probably 
due to quality issues in most cases, which is why we assume that the more recent release “over-
rules” more distant ones. Looking at the example, group 7 might contain 1500 observations for 
2008 in the 2010 release, but upon opening the 2009 release we realize that now there are 1800 
observations in the exact same cell (group seven, 2008). Thus, there are 300 observations in group 
7 that haven’t been selected yet, but we still do not want to select them because there is probably 
a good reason they haven’t been reported in 2010. 
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2.2 Scaling of weights 

The EU-SILC panel contains a series of weights that should make sure samples are representative. 
The documentation (Eurostat, 2015) and Verma (2006) discuss how these weights are calculated. 
For this work two weights are of interest:   

1. RB060, the so-called “modified base-weight”. Each observation in the EU-SILC data set (R file) 
comes with this weight. In the first year of observation it equals the design weight, calibrated 
and modified to take non-responses into account. The base-weight of the years that follow is 
given by the previous year’s base-weight adjusted for non-response rates.  

2. RB064 are longitudinal weights that have been created to be used with datasets made up by 
one rotational group covering four years (within a given release). They are built with the in-
tent of making sure that this sub-sample is representative of the longitudinal population of 
the year in which the rotational group had been surveyed for the first time. RB064 is reported 
only during the last year of a rotational group covering four years. It is constant with respect 
to the year of observation, but varies across individuals. Since both weights are built based 
on single rotational groups, they can be used to calculate weights for a larger, cumulative 
sample. RB060 can be simply rescaled. The same goes for RB064, but in this case, one must 
restrict the merged sample to rotational groups that cover 4 years, which leads to loss of da-
ta. Also, RB064 makes sure that the sample is representative with respect to the longitudinal 
population of the year in which the rotational group was first surveyed. This means that the 
final result becomes something resembling a “moving sample”, a set of sub-samples repre-
sentative of different longitudinal populations. Whether this is desirable or can be avoided by 
building more sophisticated weights is up for debate. In practice, even though RB064 and 
RB060 take on very different values in some cases, on average the difference is not much. 

Table 2:  Structure of the full sample for a country 2004-2013. The years in the boxes refer to the longitu-
dinal population that is represented by the rotational group. 

 2004 2005 2006 2007 2008 2009 2010 2011 2012 2013  

  2004       2008       2012    

   2005       2009          

  2004   2006     2010        

 2004     2007       2011      

 

The scaling for RB060 would consist of multiplying the weight by 1/4, provided there were always 
four rotational groups for each year in the sample and the starting number of observations was 
always the same. In reality, this is not the case. Hence, a more flexible approach is to use  

  
060

country  year   ;      060 060;
060

rotation group

country

RB
rscale RB s rscale RB

RB
∀ ∀ = = ⋅

∑

∑
 

 

where RB060s is the rescaled weight. rscale turns out to be close to ¼ in most cases, except for the 
“fringes” at the extremes of the cumulative sample  where the number of rotational groups drops.  
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In some countries, the base weight in the R file can’t be applied directly to data in the P file. In 
these cases, Member States provide a second weight, PB080 that can be rescaled in the same way.  

The same line of reasoning applies to RB064 with a minor tweak: as mentioned earlier, RB064 is 
reported only in the last year of panel covering four years. So, the first step is to copy RB064 to all 
years of all rotational groups that come with RB064. Second, analysts should drop all observations 
with RB064s missing to make sure that only rotational groups covering four years are in the sam-
ple.  

RB064 can’t be used with the data from France: the country reports each release six rotational 
groups covering four years (instead of one year). Each rotational group stays for nine years (in-
stead of four) in the sample, even though each release covers only four years. As a consequence, 
RB064 does not make sure that single rotational groups are representative (in fact, four groups 
jointly form a representative sample). At the same time, one can’t just select all four groups in each 
release because this would lead to overlapping across different releases due to the rotational 
groups staying for nine years in the sample. For similar reasons (recent changes in the number of 
rotational groups respectively years of stay in the sample) RB064 should not be used e.g. with data 
from Belgium and Bulgaria. 
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3 How to build a cumulative sample: practice 

3.1 First: a word of caution  

The initial motivation for this project was to build a Stata Package that would be able to merge all 
releases in an automated fashion and readily deliver a full panel within hours. Unfortunately, not 
all countries follow exactly the integrated design as suggested by Eurostat. The Stata script here is 
the result of a process of trial- and error, i.e. of checking for inconsistencies in the results and then 
applying fixes to the script.  

In the case of Iceland (IS), Norway (NO), and also Luxemburg (LU), an automated approach doesn’t 
work despite of fixes because these countries change their sample design across different releases. 
Other countries, such as France (FR) and Ireland (IE), come with some issues but they could be 
overcome by applying minor changes to the script. A (probably non-exhaustive) list of issues we 
found are provided in the Annex. Finally, for Germany panel data are released only recently (1st 
wave 2015) for scientific purposes.  

3.2 System requirements and input preparation 

The script has been tested on a system with an Intel i7-2760QM (quad core) processor, 8GB of RAM, 
a solid state drive (SSD) with at least 30GB of free space, and running StataMP 13 on Windows 10 
Pro. Another operation system might lead to problems with regard to how the script automatically 
finds and opens files. Lower hardware specifications (except for the mandatory free space on the 
hard disk) may slow down the execution of the script. The base version of Stata is not sufficient 
because the merging of the R and P files goes beyond its pre-imposed limits of working memory 
(“op. sys. refuses to provide memory” error).   

 

As of October 2017, Eurostat implemented changes to the delivery of EU-SILC data. CSV-files are 
now released by country and year. In order to be able to run the updated script, it is necessary (1) 
to transform the csv files into Stata-Systemfiles using the setups prepared by GESIS  
(https://www.gesis.org/en/missy/materials/EU-SILC/setups), (2) to prepare a folder named “EU-
SILC” that contains all the Stata-System files from the releases of 2005 until 2020. The directory-
tree below represents the file structure the final EU-SILC folder should have. The script is indiffer-
ent about the part of filenames of the .dta files following “dta”, indicated here by “…”. 

  

https://www.gesis.org/en/missy/materials/EU-SILC/setups
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C:\...\EU-SILC 

├───1 L-2005 
│       UDB_L05D_ver….dta 
│       UDB_L05H_ver….dta 
│       UDB_L05P_ver….dta 
│       UDB_L05R_ver….dta 
├───2 L-2006 
│       UDB_L06D_ver….dta 
│       UDB_L06H_ver….dta 
│       UDB_L06P_ver….dta 
│       UDB_L06R_ver….dta 
├───3 L-2007 
│       UDB_l07D_ver….dta 
│       UDB_l07H_ver….dta 
│       UDB_l07P_ver….dta 
│       UDB_l07R_ver….dta 
├───4 L-2008 
│       UDB_l08D_ver….dta 
│       UDB_l08H_ver….dta 
│       UDB_l08P_ver….dta 
│       UDB_l08R_ver….dta 
├───5 L-2009 
│       UDB_l09D_ver….dta 
│       UDB_l09H_ver….dta 
│       UDB_l09P_ver….dta 
│       UDB_l09R_ver….dta 
├───6 L-2010 
│       UDB_l10D_ver….dta 
│       UDB_l10H_ver….dta 
│       UDB_l10P_ver….dta 
│       UDB_l10R_ver….dta 
├───7 L-2011 
│       UDB_l11D_ver….dta 
│       UDB_l11H_ver….dta 
│       UDB_l11P_ver….dta 
│       UDB_l11R_ver….dta 
├───8 L-2012 
│       UDB_l12D_ver….dta 
│       UDB_l12H_ver….dta 
│       UDB_l12P_ver….dta 
│       UDB_l12R_ver….dta 
├─── (...)  
│       (...) 
│       (...) 
│       (...) 
│       (...) 
├───15 L-2015 
│       UDB_l15D_ver….dta 
│       UDB_l15H_ver….dta 
│       UDB_l15P_ver….dta 
│       UDB_l15R_ver….dta 
└───16 L-2020 
        UDB_l20D_ver….dta 
        UDB_l20H_ver….dta 
        UDB_l20P_ver….dta 
        UDB_l20R_ver….dta 

 

Once the EU-SILC folder is ready, one can run the script by saving the files (eusilcpanel_2020.ado, 
eusilcpanel.sthlp, totalpopulation_2003_2021.dta) in …/ado/personal, typing eusilcpan-
el_2020 in the Stata command window, and inserting the path of the EU-SILC folder, as prompt-
ed.  
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Depending on the system specifications, it will take several hours before the final result is availa-
ble. The script contains a number of non-critical checks that are handy for troubleshooting, even 
though they have a negative impact on computational efficiency.  

3.3 Some notions about how “eusilcpanel” works 

This paragraph gives a very general description of how the script works. For further details, refer to 
the comments in the code and the annex.  

The script starts by loading the 2020 D file; it selects all data from this release, and then generates 
a series of new variables (see 4.4 Output) that are needed further down the road.  

Next, it opens the D file from the 2019 release and selects those rotation groups that cover most 
years. It also checks whether a given group has already been selected from the more recent (in this 
case 2020) release, i.e. whether a given year and rotational group has already been covered. If yes, 
the rotational group is not selected in the years in question (as happens often in case of France). If 
not, the rotational group is selected. This is to make sure all data is captured in case of countries 
that took part in the 2019 release, but not in the 2020 release. Now, the D file in memory (2019) is 
merged with the more recent D file (2020). One final check controls for cases in which the ID of a 
rotational group has changed across different releases by checking for duplicates in terms of 
household IDs.  

The process above is repeated for all releases, with the only difference that as we move further 
back in time, the checks described above need to be performed not only with respect to the most 
recent release, but with respect to two or more recent releases. The result of this process is the 
masterD.dta file.  

Next, the script chooses from the H files households that are in the masterD.dta file. The same 
applies to the R file. Observations in the P file are selected based on the content of the masterR.dta 
file. Finally, the script rescales the weights in R-, and then in the P file.  

3.4 Output  

eusilcpanel_2020 produces four files which are saved in the “16 L-2020” folder: masterD.dta, mas-
terH.dta, masterR.dta, and masterP.dta. They contain the same variables as the respective UDB 
files. On top of that, they contain some additional values:  

year = db010, hb010, rb010, pb010 (year of observation); 
 
country = db020, hb020, rb020, pb020 (country of observation); 
 
hid = db030, hb030, rb040 (household ID) provided by Eurostat/Member States; 
 
rotation_group = db075, rotation group ID provided by Eurostat/Member States; 
 
urtgrp is an alternative ID for rotational groups that is unique across all countries and releases. It is 
a string composed of country, rotation_group and the last year in which the rotation group was (or 
will be) active assuming 4 years of observation;   
uhid is an alternative household ID that is unique across all releases and countries. It is a string 
composed of urtgrp and the household ID hid (db030); 
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uhidnum is a numerical household ID based on uhid. Being numerical it can be used with xtset; 
 
pid = rb030 personal ID provided by Eurostat/Member States; 
 
upid is a unique personal ID composed by the first 7 places of the unique household ID (uhid) and 
pid. Note that pid does not uniquely define units in the R file because one individual can be part of 
more than one household at the same time. This means that there are individuals with more than 
one upid in the R file; 
 
upidnum is a numerical personal ID based on upid. Being numerical it can be used with xtset. 
 
pop is the population size of a country during a given year, sourced from Eurostat5;   
 
rscale is the sum of base weights (rb060) of a rotational group divided by the sum of base weights 
of a country;  
 
rb060s: base weight (rb060) multiplied by rscale. These weights can be used as base weights in the 
merged dataset.  
 
smwrate60: is the difference between sum of weights (rb060s) and total population size (pop) di-
vided by total population size. 
 
lrscale: is the sum of longitudinal weights (rb064) of a rotational group divided by the sum of longi-
tudinal weights of a country;  
 
rb064s: longitudinal weight (rb064) multiplied by lrscale. These weights can be used as longitudinal 
weights in a merged dataset.  
 
smwrate64 is the difference between sum of weights (rb064s) and total population size (pop) divid-
ed by total population size. 
 
pscale: sum of individual weights (pb080) of a rotational group divided by the sum of weights of a 
country; 
 
pb080s: personal weight (pb080) multiplied by pscale; 
 
smwrate80: is the difference between sum of weights (pb80s) and total population size (pop) divid-
ed by total population size. 

 

5http://ec.europa.eu/eurostat/tgm/table.do?tab=table&language=en&pcode=tps00001&tableSelection=1&fo
otnotes=yes&labeling=labels&plugin=1 

http://ec.europa.eu/eurostat/tgm/table.do?tab=table&language=en&pcode=tps00001&tableSelection=1&footnotes=yes&labeling=labels&plugin=1
http://ec.europa.eu/eurostat/tgm/table.do?tab=table&language=en&pcode=tps00001&tableSelection=1&footnotes=yes&labeling=labels&plugin=1
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3.4.1 Output Analysis 

The script is not able to provide a dataset one can use as-is. It provides a set of observations from 
which analysts may choose subsets that seem to be good samples. What follows are a series of 
Stata commands that may help to find a good subset.  

 

tab country year produces a table that shows the number of observations of each year and 
country. It shows how different countries started collecting data at different points of time and is a 
good starting point for any analysis.  

 

Figure 4:  tab country year, Stata page print, masterR.dta 

 

Next, one might zoom in on specific countries. tab urtgrp year if country == “AT” 
for example, shows which rotational groups cover which years in the case of Austria.  

 

 

Figure 5: tab urtgrp year if country == "AT", Stata page print, masterR.dta 

The resemblance of Figure 5 with Table 2 is an indication that the script has done a good job. One 
also notices that at the extremes there are less rotational groups covering a given year. Even 
though the rescaling of the weights takes this into account, one still might prefer to choose only 
years 2005 to 2019 to obtain a smaller, but potentially more representative sample. 
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tab urtgrp year if country == “IE” shows the rotational groups of Ireland. In this 
case, one can see some irregularities: 2010 contains only two rotational groups, while 2011 con-
tains three. 

 

 

Figure 6: tab urtgrp year if country == "IE", Stata page print, masterR.dta 

What happened? By using masterD.dta and running tab urtgrp yrelease if country 
== “IE”, it turns out that no data has been collected from Ireland in the 2010 and 2011 release 
because Ireland didn’t contribute to these releases.  

 

 

Figure 7: tab urtgrp yrelease if country == "IE", Stata page print, masterD.dta [Please note: Until 2019, Ireland 
used a four-year rotating panel. Due to the new regulation, Ireland increased the rotation panel 
to 5 years. 2020 is the first year to include five waves. As of 2022 the rotation pattern will be in-
creased to six waves: https://www.cso.ie/en/releasesandpublications/in/silc/informationnote-
breakintimeseriessilc2020/] 

The script limits the damage by selecting those rotational groups from the 2009 release that 
should have been selected from the 2010 and 2011 releases, but still, some data is missing. Once 
again, the rescaled weights compensate for drop in observations to some degree: using the mas-
terR.dta and keeping only data from Ireland, tab year , summarize ( rscale ) reports 
the average scaling factor for the base weights of a given year. Since in 2011 there are only three 
rotational groups in the sample and in 2010 there are only two, the scaling factor varies according-
ly.  
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Figure 8: tab year , summarize (rscale) , Stata page print, masterR.dta (Ireland only); RB060 for IE yet not in-
cluded in the release EU-SILC 2020_ver_2022_03.  

After choosing a sample, one can work with the master-files in the same way in which one would 
work with the single UDB files. The only difference is that extra care must be placed in looking for 
issues with single variables across different releases. The “Problems and Modifications” spread-
sheets that come with each release provided by Eurostat are a good starting point.  
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4 Conclusion 

The idea at the beginning was to write a Stata package that would automatically produce a cumu-
lative sample analysts can use right away. This proved to be more challenging than expected – it 
turns out that in some cases countries (in particular Norway, Iceland and Luxembourg) use sample 
designs that change across releases or are so different from the standard EU-SILC rotational de-
sign that an automated approach makes little sense. Even selecting rotational groups from differ-
ent releases by hand and merging them can lead to samples that are not representative.  

Nevertheless, we hope that the script is a rudimentary but helpful tool to explore the full EU-SILC 
longitudinal dataset. Future efforts should focus on developing better weights. Also, the script has 
the potential to become computationally much more efficient, perhaps so efficient that it can run 
on Stata’s base version. Finally, analyzing and mapping issues linked to single variables should it 
be helpful in order to reduce the time spent preparing samples.  
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Annex: Issues and Fixes 

While writing the script several issues became clear. What follows is a list of problems (and solu-
tions when applicable). The list may be non-exhaustive and new versions of the same releases may 
potentially lead to new problems or solve some of the problems reported here.  

1. Stata has problems with IDs made of large numbers because it rounds them. The solution is to 
transform IDs from numbers into strings. 

2. Sometimes countries lack from more recent releases, but not from earlier ones.  This is the case 
with Croatia (HR) (missing for 2012), Slovakia (SK) (2017, 2019) and IE (2010, 2011). The script 
recovers some of them when jumping to the less recent release (2013 in HR) by selecting not 
only the rotational group covering most years, but also groups that haven’t been selected be-
fore.  

3. Some countries (ES, FI, FR, IS, LU, NO, PT, RO, SK, UK, SE) don’t follow strictly the rotational 
design. Simply selecting rotational groups leads to selecting the same observation more than 
once. Therefore, a further mechanism is needed that checks whether the same observation in 
the same rotational group (defined by hid and rotation_group) had already been selected.  The 
solution to this problem depends on the specific rotational design of the country:  

a. FR: France uses “prolonged” rotational groups, i.e. a rotational group stays for 9 years in-
stead of 4 in the sample. Still, each UDB file covers only 4 years. This means that a given ro-
tational group, for example, covers 2012-2015 in the 2015 release. Then, in the 2014 release 
it covers 2011-2014. Without correction, the script would select all data from both releases 
as if it was created by two different rotational groups. A similar problem arises for countries 
that switched from a four-year panel to a 5 or 6-year panel during the observation period, 
e.g., Bulgaria and Belgium. To overcome this problem, the script checks whether observa-
tions with the same year and household ID have already been selected from more recent 
UDB files and then updates urtgrp and uhid.  

As a consequence, in France, Bulgaria and Belgium, rotation groups are cut and pieced to-
gether across different releases. This makes it impossible to use the longitudinal weight 
rb064s with these countries. Also, urtgrp contains the drop-out year which is not accurate in 
case rotation groups contained in the 2015 release of France.  

b. Croatia (HR), Serbia (RS): there are inconsistencies with the guidelines on how the data 
should be structured, and the number of observations may vary strongly within the same 
cell across releases. The script works correctly, but the resulting samples can be unbal-
anced.   

c. Spain (ES), Finland (FI) and Portugal (PT) present cases in which hid is not unique when dif-
ferent releases are merged. The script checks whether this is due to a change in the ID of the 
rotation group or simply because these countries re-use the household IDs. If there is a 
change in the ID of the rotation group and the group has already been selected from more 
recent release, the rotation group is dropped to avoid overlapping. 

d. Sweden (SE) presents three new rotational groups in the 2011 release with respect to previ-
ous years: rotational group “8”, covering four years (as expected), and rotational group “1” 
(covering three years) and “2” (two years). The script selects all of them. This may lead to an 
imbalanced sample.  

e. Luxembourg (LU), Norway (NO) and Iceland (IS) change their sample design across different 
releases. For now there is no convincing way to make the script work with these countries 
while assuring at the same time acceptable results, also because these issues are inter-
twined with others, such as changing IDs of rotational groups across different releases.  
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4. Greece: the variable country at the beginning is GR, then changes to EL in more recent releases 
starting from 2008. 

5. Luxembourg - Sample selection scheme: The cross-sectional sample for LU-SILC 2018 is com-
posed of three panel samples of individuals, which were selected in 2015, 2016 and 2017, and a 
simple random sample of individuals aged 18 or more drawn in 2018 from Luxembourg's Na-
tional Population Register (Registre National des Personnes Physiques - RNPP). - A first longi-
tudinal sample (DB075=2) includes 1151 persons who participated in the survey for the first 
time in 2015; - A second longitudinal sample (DB075=3) includes 2887 persons who participated 
in the survey for the first time in 2016; - A second longitudinal sample (DB075=4) includes 2908 
persons who participated in the survey for the first time in 2017; - A new sample (DB075=1) is 
composed of 5 000 individuals aged 18 or more who were selected for the first time in 2018. It 
must be emphasized that those sub-samples cannot be pooled together as the sampling units 
are different. The combination of the sub-samples is done during the weighting process, 
through the use of the Weight Share Method (cf annex in the country specific quality annex on 
the weighting procedure). 

 

 
 


	Cover GESIS-Papers_2022-10.pdf
	GESIS-Papers_2022-10.pdf
	Abstract
	1 Introduction
	1 Essential practical information about the EU-SILC datasets
	2 How to build the cumulative dataset: theory
	2.1 Selection of rotational groups explained through examples
	2.2 Scaling of weights

	3 How to build a cumulative sample: practice
	3.1 First: a word of caution
	3.2 System requirements and input preparation
	3.3 Some notions about how “eusilcpanel” works
	3.4 Output
	3.4.1 Output Analysis


	4 Conclusion
	Acknowledgements
	Bibliography
	Annex: Issues and Fixes




<<
  /ASCII85EncodePages false
  /AllowPSXObjects false
  /AllowTransparency false
  /AlwaysEmbed [
    true
  ]
  /AntiAliasColorImages false
  /AntiAliasGrayImages false
  /AntiAliasMonoImages false
  /AutoFilterColorImages true
  /AutoFilterGrayImages true
  /AutoPositionEPSFiles true
  /AutoRotatePages /All
  /Binding /Left
  /CalCMYKProfile (Coated FOGRA39 \050ISO 12647-2:2004\051)
  /CalGrayProfile (Dot Gain 20%)
  /CalRGBProfile (sRGB IEC61966-2.1)
  /CannotEmbedFontPolicy /Warning
  /CheckCompliance [
    /None
  ]
  /ColorACSImageDict <<
    /HSamples [
      1
      1
      1
      1
    ]
    /QFactor 0.15000
    /VSamples [
      1
      1
      1
      1
    ]
  >>
  /ColorConversionStrategy /LeaveColorUnchanged
  /ColorImageAutoFilterStrategy /JPEG
  /ColorImageDepth -1
  /ColorImageDict <<
    /HSamples [
      1
      1
      1
      1
    ]
    /QFactor 0.15000
    /VSamples [
      1
      1
      1
      1
    ]
  >>
  /ColorImageDownsampleThreshold 1.50000
  /ColorImageDownsampleType /Bicubic
  /ColorImageFilter /DCTEncode
  /ColorImageMinDownsampleDepth 1
  /ColorImageMinResolution 300
  /ColorImageMinResolutionPolicy /OK
  /ColorImageResolution 300
  /ColorSettingsFile ()
  /CompatibilityLevel 1.4
  /CompressObjects /Tags
  /CompressPages true
  /ConvertImagesToIndexed true
  /CreateJDFFile false
  /CreateJobTicket false
  /CropColorImages false
  /CropGrayImages false
  /CropMonoImages false
  /DSCReportingLevel 0
  /DefaultRenderingIntent /Default
  /Description <<

    /BGR <>
    /CHS <FEFF4f7f75288fd94e9b8bbe5b9a521b5efa7684002000500044004600206587686353ef901a8fc7684c976262535370673a548c002000700072006f006f00660065007200208fdb884c9ad88d2891cf62535370300260a853ef4ee54f7f75280020004100630072006f0062006100740020548c002000410064006f00620065002000520065006100640065007200200035002e003000204ee553ca66f49ad87248672c676562535f00521b5efa768400200050004400460020658768633002>
    /CHT <FEFF4f7f752890194e9b8a2d7f6e5efa7acb7684002000410064006f006200650020005000440046002065874ef653ef5728684c9762537088686a5f548c002000700072006f006f00660065007200204e0a73725f979ad854c18cea7684521753706548679c300260a853ef4ee54f7f75280020004100630072006f0062006100740020548c002000410064006f00620065002000520065006100640065007200200035002e003000204ee553ca66f49ad87248672c4f86958b555f5df25efa7acb76840020005000440046002065874ef63002>
    /CZE <>
    /DAN <>
    /DEU <>
    /ENU (Use these settings to create Adobe PDF documents for quality printing on desktop printers and proofers.  Created PDF documents can be opened with Acrobat and Adobe Reader 5.0 and later.)
    /ESP <>
    /ETI <>
    /FRA <>
    /GRE <>

    /HRV <>
    /HUN <>
    /ITA <>
    /JPN <>
    /KOR <FEFFc7740020c124c815c7440020c0acc6a9d558c5ec0020b370c2a4d06cd0d10020d504b9b0d1300020bc0f0020ad50c815ae30c5d0c11c0020ace0d488c9c8b85c0020c778c1c4d560002000410064006f0062006500200050004400460020bb38c11cb97c0020c791c131d569b2c8b2e4002e0020c774b807ac8c0020c791c131b41c00200050004400460020bb38c11cb2940020004100630072006f0062006100740020bc0f002000410064006f00620065002000520065006100640065007200200035002e00300020c774c0c1c5d0c11c0020c5f40020c2180020c788c2b5b2c8b2e4002e>
    /LTH <>
    /LVI <>
    /NLD (Gebruik deze instellingen om Adobe PDF-documenten te maken voor kwaliteitsafdrukken op desktopprinters en proofers. De gemaakte PDF-documenten kunnen worden geopend met Acrobat en Adobe Reader 5.0 en hoger.)
    /NOR <>
    /POL <>
    /PTB <>
    /RUM <>
    /RUS <>
    /SKY <>
    /SLV <>
    /SUO <>
    /SVE <>
    /TUR <>
    /UKR <>
  >>
  /DetectBlends true
  /DetectCurves 0
  /DoThumbnails false
  /DownsampleColorImages true
  /DownsampleGrayImages true
  /DownsampleMonoImages true
  /EmbedAllFonts true
  /EmbedJobOptions true
  /EmbedOpenType false
  /EmitDSCWarnings false
  /EncodeColorImages true
  /EncodeGrayImages true
  /EncodeMonoImages true
  /EndPage -1
  /GrayACSImageDict <<
    /HSamples [
      1
      1
      1
      1
    ]
    /QFactor 0.15000
    /VSamples [
      1
      1
      1
      1
    ]
  >>
  /GrayImageAutoFilterStrategy /JPEG
  /GrayImageDepth -1
  /GrayImageDict <<
    /HSamples [
      1
      1
      1
      1
    ]
    /QFactor 0.15000
    /VSamples [
      1
      1
      1
      1
    ]
  >>
  /GrayImageDownsampleThreshold 1.50000
  /GrayImageDownsampleType /Bicubic
  /GrayImageFilter /DCTEncode
  /GrayImageMinDownsampleDepth 2
  /GrayImageMinResolution 300
  /GrayImageMinResolutionPolicy /OK
  /GrayImageResolution 300
  /ImageMemory 1048576
  /JPEG2000ColorACSImageDict <<
    /Quality 30
    /TileHeight 256
    /TileWidth 256
  >>
  /JPEG2000ColorImageDict <<
    /Quality 30
    /TileHeight 256
    /TileWidth 256
  >>
  /JPEG2000GrayACSImageDict <<
    /Quality 30
    /TileHeight 256
    /TileWidth 256
  >>
  /JPEG2000GrayImageDict <<
    /Quality 30
    /TileHeight 256
    /TileWidth 256
  >>
  /LockDistillerParams false
  /MaxSubsetPct 100
  /MonoImageDepth -1
  /MonoImageDict <<
    /K -1
  >>
  /MonoImageDownsampleThreshold 1.50000
  /MonoImageDownsampleType /Bicubic
  /MonoImageFilter /CCITTFaxEncode
  /MonoImageMinResolution 1200
  /MonoImageMinResolutionPolicy /OK
  /MonoImageResolution 1200
  /Namespace [
    (Adobe)
    (Common)
    (1.0)
  ]
  /NeverEmbed [
    true
  ]
  /OPM 1
  /Optimize true
  /OtherNamespaces [
    <<
      /AsReaderSpreads false
      /CropImagesToFrames true
      /ErrorControl /WarnAndContinue
      /FlattenerIgnoreSpreadOverrides false
      /IncludeGuidesGrids false
      /IncludeNonPrinting false
      /IncludeSlug false
      /Namespace [
        (Adobe)
        (InDesign)
        (4.0)
      ]
      /OmitPlacedBitmaps false
      /OmitPlacedEPS false
      /OmitPlacedPDF false
      /SimulateOverprint /Legacy
    >>
    <<
      /AddBleedMarks false
      /AddColorBars false
      /AddCropMarks false
      /AddPageInfo false
      /AddRegMarks false
      /BleedOffset [
        0
        0
        0
        0
      ]
      /ConvertColors /NoConversion
      /DestinationProfileName ()
      /DestinationProfileSelector /NA
      /Downsample16BitImages true
      /FlattenerPreset <<
        /PresetSelector /MediumResolution
      >>
      /FormElements false
      /GenerateStructure true
      /IncludeBookmarks false
      /IncludeHyperlinks false
      /IncludeInteractive false
      /IncludeLayers false
      /IncludeProfiles true
      /MarksOffset 6
      /MarksWeight 0.25000
      /MultimediaHandling /UseObjectSettings
      /Namespace [
        (Adobe)
        (CreativeSuite)
        (2.0)
      ]
      /PDFXOutputIntentProfileSelector /NA
      /PageMarksFile /RomanDefault
      /PreserveEditing true
      /UntaggedCMYKHandling /LeaveUntagged
      /UntaggedRGBHandling /LeaveUntagged
      /UseDocumentBleed false
    >>
    <<
      /AllowImageBreaks true
      /AllowTableBreaks true
      /ExpandPage false
      /HonorBaseURL true
      /HonorRolloverEffect false
      /IgnoreHTMLPageBreaks false
      /IncludeHeaderFooter false
      /MarginOffset [
        0
        0
        0
        0
      ]
      /MetadataAuthor ()
      /MetadataKeywords ()
      /MetadataSubject ()
      /MetadataTitle ()
      /MetricPageSize [
        0
        0
      ]
      /MetricUnit /inch
      /MobileCompatible 0
      /Namespace [
        (Adobe)
        (GoLive)
        (8.0)
      ]
      /OpenZoomToHTMLFontSize false
      /PageOrientation /Portrait
      /RemoveBackground false
      /ShrinkContent true
      /TreatColorsAs /MainMonitorColors
      /UseEmbeddedProfiles false
      /UseHTMLTitleAsMetadata true
    >>
  ]
  /PDFX1aCheck false
  /PDFX3Check false
  /PDFXBleedBoxToTrimBoxOffset [
    0
    0
    0
    0
  ]
  /PDFXCompliantPDFOnly false
  /PDFXNoTrimBoxError true
  /PDFXOutputCondition ()
  /PDFXOutputConditionIdentifier ()
  /PDFXOutputIntentProfile ()
  /PDFXRegistryName ()
  /PDFXSetBleedBoxToMediaBox true
  /PDFXTrapped /False
  /PDFXTrimBoxToMediaBoxOffset [
    0
    0
    0
    0
  ]
  /ParseDSCComments true
  /ParseDSCCommentsForDocInfo true
  /ParseICCProfilesInComments true
  /PassThroughJPEGImages true
  /PreserveCopyPage true
  /PreserveDICMYKValues true
  /PreserveEPSInfo true
  /PreserveFlatness false
  /PreserveHalftoneInfo false
  /PreserveOPIComments false
  /PreserveOverprintSettings true
  /StartPage 1
  /SubsetFonts true
  /TransferFunctionInfo /Apply
  /UCRandBGInfo /Preserve
  /UsePrologue false
  /sRGBProfile (sRGB IEC61966-2.1)
>> setdistillerparams
<<
  /HWResolution [2400 2400]
  /PageSize [612.000 792.000]
>> setpagedevice


